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Abstract. This paper summarizes progress made by our robotic soccer team, Team Ed-
inferno, towards our participation in the 2014 RoboCup Standard Platform League com-
petition held in João Pessoa, Brazil. Our team made its RoboCup debut in the 2011 world
cup held in Istanbul, Turkey, where we entered both in the Standard Platform League and
the 2D Simulation League. In our debut at the SPL, where we entered a mostly home-
grown team, we were eliminated after the first round. We returned to the 2012 Mexico
City RoboCup competition, where our team reached the quarter-finals, losing to the de-
fending champions and eventual finalists, B-Human. This version of our code leveraged
the publicly available B-Human framework to provide us a software base and modules
for walking and low-level vision. By 2013 we had implemented and improved on all other
modules including robot behaviour, optimised kicks and goalkeeper behaviour, team level
coordination/communication and probabilistic localisation. For the 2014 competition, we
have worked on our software framework, implementing improvements and advances to
online-generation of trajectories, localisation by better leveraging team-level information,
and improved dribbling/kicking behaviours. As a team, our primary research interests are
centred on issues of robot learning, especially for effective autonomous decision making and
strategic behaviour through intention prediction in complex scenarios.

1 Team Introduction and Focus

Team Edinferno is a team consisting of undergraduate and graduate students combined with
experienced researchers from the School of Informatics at the University of Edinburgh. We come
from a strong research group studying robot learning, situated within a diverse community of AI
and computer science researchers - the largest and best in the UK. The team leader is Dr. S.
Ramamoorthy, who has extensive background in robotics and machine learning, in academia and
industry. Research within our group is organized around the theme of developing autonomous
decision making mechanisms in continually changing and strategically rich environments, while
also leveraging our established strengths in robot control and motion synthesis.

Our efforts focus on advancing specific subsystems where we bring unique research expertise
and competitive advantage, using a publicly available software infrastructure framework as base.
Areas where we bring novel solutions this year include improved decision making and path-
planning between kicks and dribbles; introduction of a coaching module i.e. vision-based state of
play recognition and strategiser; and improvement of our probabilistic localization module with
side-of-pitch disambiguation and reduction of misleading team communication.

Towards continually improving the robustness of core modules, ongoing research projects ex-
plore new avenues that we aim to integrate into the fully deployed code in the near future.
Continuing past research on external feature and landmark extraction from natural background
images [16], we are working on finding a compromise between the accuracy and time cost for
deploying an external landmark localization module to complement our current probabilistic par-
ticle filtering. Continuing past work on full-body off-line motion research [10], we are developing
an on-line parametrised kick trajectory generation module to expand the range of kicking mo-
tions. Continuing research in motion strategy recognition [5], we are investigating ways to achieve
opponent modelling via iterative improvements of our decision framework. We would like to ac-
knowledge the contribution of the following Heriot-Watt ViBot program Masters students for
their hard work: Jessica Abele, Mariia Dmitrieva, Isabel Schlangen, Viktor Stefanovski, Jose Luis
Part, Mariela de Lucas, as well as Informatics MSc students, Kshitij Tiwari and Iris Kyranou.



Fig. 1. 2014 Edinferno SPL team. Left to right: Efstathios Vafeias, Jose Luis Part, Gwendolijn Schropp,
Mariela de Lucas Alvarez, Stanislav Manilov, Iris Kyranou, Svetlin Penkov, Kshitij Tiwari, Nantas
Nardelli, Alejandro Bordallo and Subramanian Ramamoorthy.

2 Robot Hardware

Our team currently has 7 H21 V4 NAOs used for developing and testing the code in our univer-
sity’s small-scale pitch. We also own 5 new H25 V4+ NAOs, 2 of which will be used at the time of
the competition. We hope this will minimise many of the hardware problems arising from using
worn down equipment on the football matches. The plan for the competition is to carry 2 H25
and 3 H21 NAOs (field players), plus one H21 NAO (coach) and another H21 NAO as a reserve,
for a total of 7 NAOs.

3 SPL Participation

Our team will participate in the main football competition and attempt the drop-in and play
anywhere challenges.

4 Basic Components

Software Architecture Our earliest attempt at robot soccer was based on a completely home-
grown implementation based on Aldebaran’s NaoQi. However, limited resources and manpower
meant our efforts were most effective by focussing our attention on specific modules where we
had the expertise to innovate, utilising existing technology from elsewhere at the lowest software
infrastructure levels. After a season of trials and after careful consideration of our long term needs,
we decided to switch to the B-Human framework [1] 1, which gives us a fast, energy-efficient walk.
The overall structure of the B-Human framework features several flexible components, such as the
Extensible Agent Behaviour Specification Language (XABSL). Thus, it is possible to re-use low-
level components, while focusing our own attention on the development of high-level algorithms
for high-level behaviours and decision making - our primary research focus.

Probabilistic Localisation To localize on the pitch, our NAOs make use of a modified par-
ticle filter which utilises the path integration output for generating particles as a Monte Carlo
process. Subsequently passed through a Kalman filter, the expected visual features are projected
and matched against visible ones, and particles are discarded if they do not match with the
corresponding visual feed. Through this procedure the NAO is capable of robustly selecting the
position and orientation values with the highest likelihood, which is required by many decisions
contained in the behaviours.
1 http://www.b-human.de/downloads/bhuman11_coderelease.pdf
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Unfortunately, a bipedal odometry-based approach is subjective to external disturbances (foot
slippage, pushing and falling, robot kidnapping) as well as an incremental error deviation the
longer the NAO is playing, which makes the localization module worse as time goes by. This
is problematic, specially when a player checks on what side of the field it is currently in. The
integrated error around its predicted position is so large there is a significant chance the NAO
may confuse its position along the diagonal line of symmetry, or "mirror", and thus confuse the
pitch sides.

To minimise this issue, we check the players’ belief of the ball position with that of the
Goalkeeper, as that NAO has traversed the least distance and thus has the most accurate position
estimate on the field. This allows the strikers to disambiguate on which side of the pitch they
currently are in. Furthermore, we plan to improve the particle filter by adding minor fixes such
as re-sampling, increasing particle density and introduce clustering.

Behaviour and Decision Making As our work is based on the 2011 distribution of BHuman’s
code release [1], we use XABSL to design our behaviours. It has many advantages, such as being
decoupled from the core functionalities of the other modules and thus makes compilation and
deployment of new behaviours faster. We have made extensive changes, including the design
of an effective goalkeeper behaviour. It features a compound set of thresholds that directs its
decision making state machine, controlling the flow between the action states. This allows the
goalkeeper to dynamically intercept the ball, dive at the correct time, and respond accordingly to
the state of the game. Furthermore, we have improved its robustness which allows the goalkeeper
to serve as a point of reference on the pitch for the rest of players. For field players, we have a
set disambiguation protocols to prevent all players from going to the ball at once and instead
support each other.

Given the increased size of the field, the accuracy of ball detection deteriorates when a player
and the ball are located on opposite sides of the field. We have improved our simple but now
suboptimal search routine, involving the robot rotating around its axis moving its head vertically
in an attempt to locate the ball. Currently we field a collection of new heuristic search routines,
combining elements of single and multi-agent behaviours. After a robot unsuccessfully scans for
the ball for a certain period of time, it attempts to move to a new location dependant on the
state of the game. This may be a more advantageous portion of the field, the current ball position
estimate from the team-mates, or back to a supporting position. We are investigating coordination
mechanisms for this search procedure, by which robots can decide how to best select scanning
locations in order to maximise coverage of the field.

Dribbling and Kicking In many matches, the speed of the opposing team proved to be a
deciding factor in the game, preventing us from executing behaviours that we knew to be proper
and strategically meaningful. Since then, not only robustness but speed were paramount for all
movements and behaviours the NAOs had to perform during the matches. As we now have the
behaviours to achieve our aims, we are working on our own kicking approach to supplement our
work.

The advancement of the ball position and ultimately the scoring of a goal is dependent on
many inter-dependent parts, but none as significant as the physical interaction with the ball. Our
approach to kicking has been based on the conventional method of key-frame sequences designed
offline and replayed by the NAO. They are robust and relatively easy to design, but unfortunately
lack in motion flexibility or adaptability to external disturbances. We have thus constructed a set
of kicks designed to tackle different states of play, such as weak but fast kicks or slow and powerful.
Our optimised kicks are computed through MATLAB simulation and null-space optimisation of
joint angles and velocities, producing a kick powerful enough to traverse the whole pitch.

However, sometimes even our fast kicks are not quick enough against certain opponents. For
these situations, we have designed a simple dribbling technique consisting of a slowed down walk
which offers sufficient control for swiftly directing the ball towards an advantageous position
through a cluttered environment. Currently we field an adaptive decision process to choose what
method of ball advancement the NAO may use dependent on path-planning, the state of play
and team mate/opponents positions.
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5 Contributions for the 2014 competition

Path finding and Dribble/Kick fluidity As discussed previously, we have realized the urgent
need for fast execution of our behaviours. Based on lab trials, we concluded our greatest delay
involves the approach to the ball and consequent alignment towards our target. In part this will be
reduced through the implementation of directional kicks, however our approach to path-planning
and decisions on when to kick and dribble were due an upgrade. In order to integrate the new
on-line kick module with our plans to increase co-operation between team mates, more fluid
ball control is also key. Improved dynamic obstacle avoidance while intelligently choosing how
to advance the ball’s position towards the goal and other team mates will be some of the new
changes to our game.

Team Co-Operation and Coach Module With improvements to ball control comes a com-
plementary increase in the co-operative capability of our players. De-centralising decision making
while leveraging team information outlines our next focus in improving team performance. A
mixed role assignment system ensures that even with highly unreliable wireless connectivity our
players can continue working as a team, defaulting to support roles when required or full co-
ordination of tactics when possible. A communication layer overhaul eliminates redundant or
confusing information, while allowing for more strategic messages. While much of this is hidden
away in the deployed software, it required substantial time investments to identify our commu-
nication patterns and usage, as well as to refactor the code accordingly. Last but not least, we
have created a new set of behaviours from scratch for the ad-hoc challenge, focusing on improved
co-operation and team play, which if effective we would implement in our code for the main
competition.

We are working to deploy simple plan recognition of field players for the Coach agent. The
current implementation recognises and tracks the ball’s movement history across the pitch. This
information is used to construct the state-of-play and provide high level advice to the field players,
such as the need to attack or return to a defensive formation.

6 Current research developments

Our team is composed primarily of researchers interested in intelligent autonomous robotics. So,
in addition to the thrill of adventurous competition, we participate in RoboCup to advance our
scientific agenda. Here, we outline a few key areas where this exchange is working effectively,
between our RoboCup team and broader research.

6.1 Coach Module and Plan Recognition

The current implementation of the coach agent is conservative regarding its access to reliable
information and how its utilised. We have continued to investigate a more complex approach that
uses the coach’s perception to recognise both friendly and opponent player poses. This serves
to understand the current state of the game and its history in order to offer concise and useful
advice to the field players.

This method relies on a finite set of states-of-play, which are defined as the set of models to
be recognised. These models represent the observable states and actions of agents in the field,
over which the Coach estimates the most probable ’hidden’ behaviour being performed. Plan
recognition is to be constructed as an on-line real-time process, drawing upon behaviours learned
previously from off-line training.

This representation is based on Markov Decision Processes, where observed states and actions
are samples from a behaviour likelihood distribution. The required state/action pairs are obtained
through a new Vision module requiring the recognition of many NAOs’ position and orientation
from a novel point of view, akin to the proposed Autonomous Refereeing Challenge.

Also, we have investigated the formalisation of the role of the coach, and consequently the
rest of the game itself, with a view to eventually bringing in more sophisticated reasoning tools
to implement strategic planning. This formalisation is being presented at the RoboCup 2014
symposium [12].
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On-line parametrised kick trajectory generation A long standing strength within our
research group is in the area of machine learning for humanoid locomotion [13] and full-body
humanoid behaviours [10]2 [11] [14]. Following this line of work, our kick selection for past years
was based on simulations where we explored the space via numerical optimization and then ported
promising solutions to the physical robot. This was key to our effectiveness, especially when we
played against teams that were slightly faster in terms of speed of execution - our ability to
control long range kicks allowed us to compensate and gain valuable space.

We have been developing an improved module for on-line kick trajectory generation which
fits into the B-Human framework. Currently, kick trajectories consist of pre-designed values for
joint angles at specified points during the trajectory, with time-dependent interpolation between
the key frames. The main downside of such an approach is its inflexibility as new kicks must be
re-designed carefully from scratch. Furthermore the kicking process is an open loop sequence of
motor commands and is particularly susceptible to external unbalancing. Lastly, due to the time
required and our limited manpower we do not currently field directional kicks, which would save
precious time wasted approaching and aligning to the ball for a perfect shot.

We are working on a novel method to solve these problems by constructing an independent
module to compute the requested kick trajectory on-line, so the robot may be able to kick the ball
in any direction without the predominant need of perfectly aligning with the ball. This module
aims to run in parallel with the rest of our software so other modules such as perception are
no longer put on hold during a kick. Furthermore, the kicking module is to accept parameters
such as direction and power of kick which expands the repertoire of possibilities for our deci-
sions around ball placement. In the long term we are looking for side-ways kicks and real-time
balancing/modification of the kick trajectory.

Opponent modelling, Intention Prediction and Strategic Interaction We are exploring
ways to make strategic decisions in response to opponent strategies that may not be known ahead
of time. With this in mind, we have been investigating ways to infer the behaviour of other players
in terms of pre-computed models [8], estimated finite-state models [6], distributions over template
plans [7],[5], learning from human demonstration [17] etc. The ultimate goal is to achieve a degree
of flexibility in interactions within open environments providing limited prior knowledge.

Continuing this line of work, we are constructing algorithms for multi-agent learning in ad
hoc team settings without prior co-ordination [2], [3] or models of opponent strategies [4]. Our
approach is based on the use of abstractions to make game-theoretic learning algorithms tractable
in problem settings of interest to robotics. While a lot of our progress so far has been in machine
learning algorithms and not all of it has been translated yet to robotic implementation, we will
be directing our interest in this direction in the future by redoubling our efforts for the drop-in
challenge and improve our RoboCup performance through intelligent strategic interactions. If
our plan recognition approach described in Section 6.1 is successful, we aim to port intention
prediction techniques to individual players which, combined with decision algorithms to adapt
roles dynamically and team behaviours according to those of the opponents’, would improve the
behaviour of independent agents to unprecedented levels.

7 Conclusions

Team Edinferno is the only SPL team entry from the United Kingdom. The underlying research
work builds on strong background in robot learning and aims to advance the state of the art of
autonomous decision making in continually changing worlds. Although we are still a relatively
small team, we are maturing in our capabilities and we have demonstrated a performance level
comparable to the league’s more established teams. Our focus for 2014 is to demonstrate robust
match play, drawing on successful past performances in RoboCup SPL and ongoing research on
multiple component technologies.

2 This work was considered as a finalist for the RoboCup Best Paper Award at IROS 2010.
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